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Abstract: The primary thrust in first-generation development has been the development of standards for packaging and describing learning objects. Our work at London Metropolitan University has paralleled this work by placing a pedagogical emphasis on the design and development of learning objects. Our work culminated in the achievement of a European Academic Software Award (EASA) in 2004. This talk will briefly review the developments that led to this award based on the concept of learning objects as micro-contexts for learning designed to embody rich pedagogy and structured for reuse.  The primary aim of this paper is to elucidate how we can proceed from this base to develop a set of more powerful second generation learning objects.  A central challenge for this work is to elucidate the generative architecture of learning objects. The paper provides a critique of the learning objects produced so far.  This critique points to the need for learning objects which are more powerful, flexible and adaptable by local tutors.  The concept of Generative Learning Objects (GLOs) is introduced. In the GLO approach the basic unit of reuse is the pedagogical pattern which underpins the concrete learning object.  The paper outlines the conceptual structure of generative learning objects, and describes a tool developed to facilitate the development of such GLOs. 

1.  Introduction





“Form follows function”







Architectural dictum

The concept of learning objects has had considerable international impact.  There is ambiguity in the use of the term, but in general it refers to small, reusable units of learning (Polsani 2003, Campbell 2003).  The conventional approach is to regard learning objects as reusable chunks of content.  These learning objects may then be incorporated into higher order learning designs. Pedagogy, however, is about the design of contexts to enable learners to achieve learning goals and objectives.  From this perspective learning objects are of little pedagogical interest. Alternatively, I have argued that we can view learning objects as “micro-contexts” for learning focused on the achievement of specific learning objectives (Boyle 2003). The design of these contexts involves pedagogical choices in the selection and organization of activity and content to facilitate the learning process.  
This paper will use as an exemplar the set of learning objects that won the European Academic software Award (EASA) in 2004. In the development of the EASA learning objects the design process was heuristic, iteratively shaped, and hence relatively implicit and embedded. An important motivation of the paper is to capture in an explicit form the “pedagogical pattern” that provides the base structure for this class of objects.  This pattern is articulated into its constituent components and relationships.  This articulation provides the basis for a generative architecture that links deep pattern to surface form.  This generative architecture means that, not only can this pattern be replicated in new objects, but that principled variants can be produced to specialize the learning object for different user needs and circumstances. This provides the basis for a new generation of learning objects where the primary basis for reuse and repurposing is the pedagogical pattern rather than the content of learning objects.
The paper begins by briefly reviewing, in section 2, first generation achievements.  Section 3 provides a critique of a successful set of first-generation of learning objects – those which won the EASA award.  This critique points to significant potential for further development and clarifies the challenges for developing a new generation of more powerful and effective learning objects.  A central concept for this development is the idea of generative learning objects (GLOs).  The central sections of the paper (sections 4 and 5) elucidate the conceptual structure of GLOs. This generative structure supports adapted reuse of the patterns that underpin successful learning objects.  A tool for developing GLOs is described in section 6.  The paper culminates by briefly setting this work in the wider context of reusable learning designs.  
2.  First generation achievements

This section provides a very brief overview of first generation achievements, in order to establish a base for the discussion of second generation developments. The primary thrust to date has been the development of international specifications and standards. The main achievements have been IMS Content Packaging (IMS 2006), the learning object metadata (LOM) standard (IEEE 2002) and SCORM (ADL 2006). These achievements concern the ‘knowledge engineering’ of learning objects. They specify standard packaging structures, metadata formats and  interfaces that enable the widespread interoperability of learning objects. These specifications and standards, in turn, have underpinned the development of repositories of reusable learning objects (e.g. Koppi et al. 2004, JORUM 2006). There is now good tool support for packaging and adding metadata (e.g. RELOAD 2005). There is also a number of specialized learning object management systems e.g. Intralibrary (Intrallect 2006). Underpinning these achievements is an extensive research literature (e.g. Duval et al. 2004).
These standards and tools deal with learning resources that have already been developed (in order that they can be described and packaged in a standards conformant manner). However, they do not deal with the question of how to design and develop learning objects in the first place. A second strand of work has been concerned with this issue, and our own work has primarily focused on these issues. Boyle (2003) set out a set of principles for creating pedagogically effective learning objects that were designed for reuse (using principles derived from software engineering such as cohesion and decoupling). A set of learning objects developed using these principles was used with a large group of students learning to program. The results of the project showed positive student evaluation and substantial improvements in pass rates (Bradley and Boyle 2004). These are the learning objects that won the European Software Academic Award in 2004. This type of development thus complements the standards oriented work by focusing on the design and development of effective, reusable learning objects. Building on this work the Centre for Excellence in Teaching and Learning (CETL) in Reusable Learning Objects was launched in April 2005. London Metropolitan University is the lead site with the Universities of Cambridge and Nottingham as partners. The Centre has £3.4 million funding (over $5.5 million) from the Higher Education Funding Council for England (HEFCE) for a five year programme for the development and evaluation of learning objects across a range of subject areas (RLO-CETL 2005).
This quick review provides a background to the main part of the paper. This commences with a critique of the EASA learning objects. These learning objects were clearly very successful. However, an analysis of the objects point to substantial areas for further improvement. This improvement requires a qualitative change in how we view learning objects. This involves a switch in viewing the basis for reuse from the content to the form of the learning object. This paper sets out the nature of this change and how we might set about achieving it.  
3.  Critique of the EASA learning objects  

These learning objects were part of a very successful project which obtained substantial improvements in pass rates in introductory programming (Bradley and Boyle 2004). So why do we need to change them?  An inspection of the learning object illustrated in Figure 1 may be used to articulate some of the limitations of these first-generation learning objects. The learning object illustrated in Figure 1 deals with the 'while' loop in the Java language.  However, 'while' loops are a common construct across a whole range of computer languages. As it stands this learning object is only of use if the teaching language is Java. However, considerable effort was put in to create a pedagogically effective learning object. Its impact should not be limited in this way. A tutor who wanted to adapt the learning objects for C++, for example, should be able to directly and easily access the code component and thus rapidly produce a variant of the learning object adapted to their needs. Supporting easy access to modify components produces immediate advantages in productivity.  Twenty or thirty variants of the learning object can be produced with minimal effort to cover a range of programming languages. Equally, the learning object can be easily translated into a range of human languages by tutors changing the tutorial commentary. 

The second major advantage is to permit adaptivity by tutors to meet their local needs and preferences. Gunn et al. (2005) argue that this is essential for achieving more widespread use of learning objects. In a demonstration of the learning object in Figure 1, for example, one tutor commented that she liked the learning object very much.  However, she then added that would not use it.  When asked why, she said she did not like where the brackets were placed in the code. She would not do this!  Rather than argue over the stylistic issue of where to place the brackets, it is much better to enable the local tutor to make adaptations to suit their preferences.  This facility will make the learning objects more acceptable, and therefore, more likely to be reused. Allowing easy adaptivity of the learning object thus produces substantial benefits in productivity and acceptability.
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Figure 1: Screen shots from an EASA learning object (the ‘while …loop’ in Java)

This learning object is available online at http://www.londonmet.ac.uk/ltri/learningobjects/examples.htm
4. Generative Learning Objects (GLOs): conceptual structure of the EASA learning objects

In order to achieve effective, principled adaptivity we need to examine the structure of the learning object. The traditional approach has been to view this structure as an organization of assets. The pedagogical quality of the ‘organization’, however, has not received focused attention. In our approach it is understanding the pedagogical structure that provides the basis for adaptation and reuse.
The first step in developing generative learning objects is the separation of surface form from content. Unlike the first generation approach, the primary focus here is to make forms reusable rather than the content (although the content may be reusable as well) – an approach hinted at by Wiley. At its most basic level, this leads to a ‘template-based’ approach. This separates the surface structure from the specific content and captures this as a template. Tutors can load content into these reusable RLO forms. This could be particularly useful in areas such as statistics, where there is a common statistical pattern, but users want content adapted to their specific subject area. This approach represents a “first pass” for generative learning objects, which can result in immediate improvements in productivity and local adaptation (Boyle et al. 2004).
The next stage in articulating a conceptual structure for generative learning objects is to elucidate the underlying hierarchical structure of learning objects. This, in turn, opens up the possibility of a truly generative approach, where the form of the learning object can be shaped and adapted through a generative process, rather than just being captured in a surface template form. This points to a powerful conception where the primary basis for reuse resides in the underlying pedagogical pattern, rather than the surface instances that can be generated from it.

In this paper this analytic approach is applied to the EASA learning objects. Figure 1 provides an illustration of one of these objects. The full set of objects may be accessed online (EASA LO-list 2003). The first step in this process is to clarify the hierarchical structure of the objects.  The EASA learning objects are viewed as having a tree-like structure of nested components. Analysis of the EASA structure focused initially on clarifying this underlying hierarchal structure (rather like a simplified analogue of the hierarchical, syntactic structure that underpins the surface structure of language). The pattern seemed to consist of two main levels – a sequence of page/frame types (introduction, explanation etc.) and the internal structure of each frame. A second phase of analysis, however, began to point, at a deeper level, to the designer’s intentions that underpin the choice and sequencing of frames. At this level the pattern is represented as the designer’s ‘intention structure’. There is a clear analogy with linguistics again in terms of the concept of ‘pragmatics’. Pragmatics is concerned with what we do with language – with the functions that language serves (Levinson 1983). Halliday (1973, 1975) argues that pragmatics provides the fundamental base for generating meaning in language – what we mean with language is derived from what we do with language. Adding this pragmatic level provides an extension required for a rich and complete description of the generative architecture of GLOs.

At the pragmatic level the GLO pattern is represented as an ‘intention structure’ of the tutor/designer. At the simplest level the pragmatic structure of the EASA learning objects is:

Intro – Understand – Construct

The most distinctive feature at this level is that ‘scaffolded construction’ is used. The ‘construct’ phase is not viewed as a closure test (as in many learning object approaches). It is conceived rather as an active engagement with the construct that specifically supports the transition to using the construct in real life conditions.

This basic intention structure may be expanded. This is especially important for the central ‘understand’ function. It is not the place in this paper to go into a full expansion. For immediate purpose, one further level of expansion of this functional structure suffices. A common approach in the EASA learning objects is to use the technique ‘apprehend’ – comprehend’. The learner is encouraged to gain an overall ‘apprehension’ of the construct/concept before the detailed structure is explained. (The apprehension/comprehension distinction is well explained in Kolb 1985).  In the learning object illustrated in Figure 1 the ‘Understand’ part of the EASA pragmatic pattern has been expanded as;

Engage – Apprehend – Comprehend 
The key aspect of pragmatics is that pragmatic intentions become realized and expressed through the forms of language. The key feature of the EASA pragmatic pattern is thus that it is ‘executable’. The forms for capturing and expressing these intentions are the page/frame types. The intention structure is thus realized through the selection and sequencing of the EASA frame types (by analogy, they are the ‘grammatical’ categories through which the pragmatic structure is realized). In section 6 we will show how this approach is articulated and embedded within a tool that can be used to generate and/or adapt learning objects. The remainder of this section provides a brief overview of the page types that realize the pragmatic intentions.

Figure 1 illustrates some of the page/frame types used by the EASA learning objects. Each learning object begins with an introductory page (not illustrated). This page provides a brief informal description to orient the learner and ‘invite’ them into the learning object.  The ‘Engage’ function is realized though a frame with two parts – a commentary linked to a familiar, visual example of the ‘abstract’ concept. Thus in Figure 1A an animation of a hammer hitting a nail is used to illustrate the idea of a while loop (while test ... action – while the nail is not flush ... hit the nail). The ‘apprehend’ frame introduces the target code construct as a third component. The aim is to see (apprehend) the overall effect of the code before going into details. An animation is used to illustrate the overall effect of executing the code (Figure 1B). The ‘Comprehend’ function is frequently realized through a frame that provides animated step-through of the program code illustrating the effect of each step. The three components are synchronized through the use of buttons embedded with the textual commentary (e.g. Figure 1C - where the code moves the submarine down the screen). The learning object finishes with a scaffolded construction exercise where the learner can actively create the target construct under supportive conditions (e.g. Figure 1D). This facilitates the transfer to ‘real life’ conditions where the learner will need to use a standard editor/compiler to construct and test the code. It is beyond the scope of this paper to provide a comprehensive analysis, but by proceeding in this way the hierarchical structure of the EASA objects can be fully elucidated. This provides an initial basis for specifying the conceptual structure that underpins the EASA learning objects. 

Elaborating the model: paradigmatic choice

So far, we have examined the structure of learning objects in hierarchical terms.  However, to express the full richness of the architecture we need to go beyond the simple structural analysis of learning objects. There are two conceptual steps in moving from a structural analysis to a generative structure that can provide a basis for creating new learning object instances. For the first step it is useful to return to the linguistic analogy.  In linguistic terms, we have examined the “syntagmatic” structures of learning objects, i.e. the series of structural components and how these are related (like syntactic structure in a language). However, in linguistics there is a second major dimension: that of paradigmatic choice.  Each ‘syntactic’ component acts as a placeholder for making a choice from a set of possible options. The option selected opens up further possibilities for the structural elaboration of the artefact and, of course, closes off others.

There is a creative interplay between (syntagmatic) structure and (paradigmatic) choice in developing the structure of the artefact.  The choice of a structure opens up certain possibilities.  The selection of a certain option from the set of possibilities constrains the generative development in one direction rather than another.  This choice, in turn, brings into play a further structure, or structure set, which acts as the placeholder for further options. The addition of the paradigmatic dimension moves us beyond a purely descriptive approach.  We can generate many “well formed” instances of the base pattern, without knowing the precise form of the instance in advance.

The two dimensions discussed so far, syntagmatic structure and paradigmatic choice, provide for a generative interweaving that leads to a specific instantiated learning object. They may answer the questions: what structures can be produced, and how they can be produced?  But they do not answer the question why? Why should certain choices be made and not others? To make the generative architecture useful to tutors/designers we need to add a final component.  This final component deals with pedagogical function: it provides a commentary explaining why a particular choice might be made.  It does not make the choice for the tutor; it simply assists the tutor to make the choice that best meets their pedagogical requirements.

The pedagogical driver: towards a synthesized model

The work on “pedagogical patterns” is relevant to elucidate the nature of this final component (Fincher and Utting 2002, Boyle 2000, Pedagogical Patterns Website 2006). The pedagogical patterns agenda has attempted to establish reusable patterns through a process of induction.  This approach was based on work conducted in architecture (Alexander et al. 1977) and later in software engineering (Gamma et al. 1995). The form of representing the pedagogical pattern stresses stating the problem tackled, and describing, and illustrating the solution. In other words, it provides reasons for the choices made.  This feature needs to be concluded in the GLO architecture to make it complete.  The pedagogical patterns work ran into problems, as undisciplined induction can lead to a very wide variety of possible patterns, which are difficult to interpret (Fincher and Utting 2002). The GLO architecture, however, is based on a proven, successful pattern.  The problem of undisciplined induction is avoided. The final component in the GLO architecture is, therefore, to add a commentary to explain why certain options may/should be chosen. This commentary explains the pedagogical reasons for making a particular choice.  The commentary then informs the tutor/developer in helping them to decide which choices to make. 
The architecture of the GLO thus requires three components: a hierarchical structure that elucidates what can be developed, options which clarify the choices available at each structural choice point, and pedagogical commentary which explains why one choice might be made rather than another. We now need to elucidate how these act together to provide the generative architecture for a GLO.

5.  The deep structure driver of the GLO: function, structure and options

The GLO results from the recursive application of the operations: 

· select pedagogic function; 

· review set of paradigmatic options provided by the (EASA) pattern;

· choose structure (to realize that function).

The selection of an option then causes the process to recur.  In this way the full GLO structure can be generated through the recursive application of this basic generic pattern. A GLO pattern is thus distributed over several levels.  The decision at the top layer represents the simple, most general pattern of the EASA GLO.  Each component in that pattern, in turn, can be expanded in terms of selection from options that represent possible refinements. This process recurs until a full concrete instance of the EASA GLO is created. This architecture is designed to be generic, but the present paper is concerned only with the EASA GLO pattern. 

We start at the top level with a statement of the pedagogical function. The type of pedagogical problem for which the EASA GLO pattern is suitable is an ‘acute’ learning problem.  There is a specific concept, construct, or technique that students have difficulty in understanding.  This concept will appear abstract to the students, and difficult to understand in terms of their everyday experience.  Repeated exposure to this type of problem can leave students feeling alienated from this type of knowledge.  The problem can be captured in terms of one clear learning goal or objective.  The problem is how to create a standalone learning experience that will enable the student to understand and feel confident about the concept.

The selection of the EASA GLO ‘intro-understand-construct’ pattern is normally realized by frames that provide:

· introduction

· explanation

· scaffolded exercise(s).
In an EASA learning object there is an introductory frame; followed by a number of frames giving tutorial explanation, followed by one or more frames with scaffolded exercises. The learner can move forward or step back through the phases (Figure 1).  Each of these components is realized by a display window, with a tutorial area, and a navigation bar that enables movements across these phases. Each of the components, in turn, has attached to it a set of options for how it can be further expanded. The selection of a certain pattern of explanation is realized as a sequence of frames. Each frame provides a locus for further possible expansion of the pattern. A specification for a tool would require a full description of this expansion process, which is beyond the scope of this paper. It is sufficient to note that the process of hierarchical expansion culminates in the surface storyboard structure.
There are parallels to the approach described in the work of Verbert and her colleagues (Verbert et al. 2005a, Verbert et al. 2005b). They use PowerPoint as the grounding framework and systematically examine ways to permit flexibility in realizing the components within this framework, including providing access to libraries of underlying assets.  This work represents quite a sophisticated approach to adapted reuse.  The primary difference from the framework reported in this paper is that Verbert’s work is based primarily on an ontology based 'knowledge engineering' approach. The perspective advocated in this paper is firmly grounded in the idea of pedagogical patterns and structures as providing the generative base for adaptive reuse.  However, there is considerable scope for productive dialogue between these lines of work.
A purely abstract conceptual analysis of the pattern is too detailed and dense to be of use to most tutors. This conceptual structure needs to be incorporated in a tool that will enable the generation of learning object instances based on this pattern in a way that is easy and intuitive for a tutor to use. This is described in the next section.
6.  Tool support for developing and repurposing GLOs 

The two main functions of the authoring tool are to enable tutors to:

· Create new objects based on pedagogical patterns;

· Easily and quickly adapt existing learning objects.

The creation of such a tool required a different underlying technical structure from that used in the initial authoring process. The original objects were developed in Flash, and any modification required a good knowledge of Flash. This is replaced by a tri-partite structure of: Authoring tool – XML file – Player application. The authoring tool provides an interface to create or modify learning objects tuned to the outlook and needs of tutors. The output is captured in an XML file.  The ‘player’ then reads this file and presents the learning objects to users.  A significant advantage of this approach is that the XML file can be read back into the authoring tool, changes can be made, and then exported as a new adapted learning object instance. This conceptual structure does not affect the users of the learning object. To them the learning object seems like one executable entity.
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Figure 2: Tri-partite structure supporting GLO authoring

The authoring tool acts at the most basic level like an electronic storyboard that realizes the pedagogical pattern (Figure 3). There are two further important aspects of the tool structure. The first aspect is that this pattern is unfolded hierarchically and mapped onto the ‘storyboard’. The learning object is not mapped directly onto the surface structure of the storyboard.  It is generated from consideration of deeper, more basic aspects of the pattern, through to detailed choices on particular screens. In future developments of the prototype each choice point in the unfolding of the structure will have associated options, with commentary to explain the pedagogical function and the solutions offered by these options. The tutor will then be free to decide which option to choose. The tutor can thus choose structural variants of the pattern, as well as tailor content, to create a learning object. 

The tool has two modes of operation: adaptation of an existing object or creation of a new object.  Modification of an existing object is made as simple as possible. The object is loaded into the ‘storyboard’; each component in the pedagogical design is then directly accessible. Text based changes can be made directly in the storyboard in a WYSIWYG manner. Larger changes, such as replacing an animation can be made by loading (a simple menu choice) the new animation into the storyboard ‘container’ space. This approach supports principled modification, with the modified object being captured as a new XML file. For example, a new language version of a learning object can be generated by the translator changing only the relevant text based components of the object. In the case of the learning objects for programming, where the same constructs are common across a range of computing languages, adaptation of the ‘same’ learning object for a different computing language (say C++ instead of Java) is made as easy and rapid as possible.

The tutor can also create a totally new learning object based on the pedagogical pattern. The first step is to choose a pedagogical pattern to tackle the problem (the present prototype deals with only one pattern – that of the EASA learning objects). This choice instantiates the basic pedagogical pattern represented in the top left panel of the first screen in Figure 3. The main panel in the centre of the screen will open at the first frame of this pattern. The frame is laid out like a template where each significant component can be directly accessed. In Figure 3 the frame used to realize the ‘Engage’ function has been selected. The tutor can directly enter the explanatory dialogue in the ‘speech bubble’ on the right, and load an appropriate illustration. This is illustrated in Figure 3. Here the user has decided to load an animation into the appropriate container space on the screen. Figure 3 shows the selection process in the first screen shot and the result in screen shot 2. As an alternative, when a new illustration needs to be created, the tool allows the tutor to write embedded instructions to a multimedia developer. The developer then develops the animation and loads it into the holding container when it is ready. Each frame type in the EASA pattern permits similar entry of various media types to realize various pedagogical functions.

The tool is still at the stage of prototype development. The vision is to produce a tool that expresses clearly the idea of executable pedagogical patterns, and makes it easy for tutors to create or modify learning objects based on these patterns. The tool explicitly expresses its options and operations in pedagogical terms, to enable the tutors to think in terms of executable pedagogical designs.

[image: image2]
Figure 3: Screen shots from the GLO Authoring tool showing ‘before’ and ‘after’ loading an illustrative animation
7.  Conclusion 
The central aim of this paper is to elucidate the generative architecture of learning objects. This paper has concentrated on elucidating one architecture: that based on the EASA learning objects.  However, the concepts have been developed in such a way as to contribute to the wider issue of generating learning object instances from underlying pedagogical patterns. The ultimate vision is in some senses similar to that used in object-oriented development.  Given a certain pedagogical problem, there should be multiple GLO classes to choose from to tackle this problem.  Once a particular GLO pattern has been selected then it can be systematically expanded along the lines illustrated in this paper.
The pedagogical patterns inherent in learning objects provide a powerful base for adaptive reuse. This development suggests a productive link to the research on reusable Learning Designs (Britain 2004).  Traditional, high level Learning Design focuses on the macro-contexts of learning.  GLO design focuses on the acute, micro-contexts of learning.  These micro-contexts can, and need to be, fitted into the larger macro-contexts for a full and effective model for pedagogical design.  This provides an important and exciting challenge for future work
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